Wealth Inequality in the US: the Role of
Heterogeneous Returns*

Inês Xavier†

December 2, 2020

Abstract

Why is wealth so concentrated in the United States? In this paper, I investigate the role of return heterogeneity as a source of wealth inequality. Using household-level data from the Survey of Consumer Finances (1989–2019), I provide new empirical evidence on returns to wealth in the United States, and find that wealthier households earn, on average, higher returns: moving from the 20th to the 99th percentile of the wealth distribution raises the average yearly return from 3.6% to 8.3%. To understand how these return differences shape the distribution of wealth, I introduce realistic return heterogeneity in a partial equilibrium model of household saving behavior. This exercise suggests that considering both earnings and return heterogeneity can fully account for the top 10% wealth share observed in the data (76%), which cannot be explained by earnings differences alone.

Keywords: Wealth inequality, returns to wealth, heterogeneity, household finance

*I am indebted to Fernando Broner and Alberto Martin for their constant support and guidance, as well as the helpful discussions and suggestions of Jan Eckhout. In addition, I would like to thank Mariacristina De Nardi, Matthias Doepke, Dmitry Kuvshinov, Benjamin Moll, Claudia Sahm, Edouard Schaal and the participants of the CREI Macroeconomics Seminar for helpful comments and discussions. This research has benefited from the financial support of the Portuguese Science Foundation (grant SFRH/BD/135989/2018). All errors are my own.

†Universitat Pompeu Fabra, Ramon Trias Fargas 25-27, 08005 Barcelona, Spain. Email: ines.xavier@upf.edu.
1 Introduction

In the United States, wealth is highly concentrated. The richest 10% households own 76% of the economy’s total wealth, half of which is actually owned by the wealthiest 1%.\footnote{Based on the 2019 U.S. Survey of Consumer Finances.} Understanding what produces highly skewed wealth distributions is the goal of a growing macro-inequality literature making use of increasingly rich micro datasets.

The largest strand of the literature has focused primarily on labor income differences as the chief driver of wealth dispersion. However, this work has tended to conclude that, although realistic and important, differences in labor income are not enough to explain the large wealth concentration observed in the data (De Nardi and Fella, 2017)\footnote{De Nardi and Fella (2017) provide a broad overview of this literature and its main results.}. This follows from the inability of the workhorse model of labor income heterogeneity to reproduce the high top wealth shares observed in the data. In particular, this class of models has the sharp prediction that wealth cannot be more concentrated than earnings which is at odds with the empirical evidence that top wealth shares are larger, and decay slower, than top earnings shares\footnote{In this class of models, the right tail of the wealth distribution cannot be thicker than that of the earnings distribution. Section 2 provides empirical evidence on the distributions of earnings and wealth in the United States.}.

The failure of the workhorse model to explain high wealth concentration has prompted researchers to look for other potential explanations. Return heterogeneity is one of the proposed mechanisms\footnote{Benhabib et al. (2011, 2015), Nirei and Aoki (2016) and Gabaix et al. (2016) were some of the first papers to consider return heterogeneity in micro-founded models of consumption and savings.}. Theoretically, it has been shown that return heterogeneity is not only a powerful force towards wealth concentration, but it can potentially explain the empirical fact that top wealth shares are considerably larger than top earnings shares (Benhabib and Bisin, 2018). However, the lack of empirical evidence on U.S. wealth returns has made it difficult to ascertain their contribution for wealth inequality.

In this paper, I make two contributions. First, I use household-level data from the U.S. Survey of Consumer Finances (SCF) from 1989 to 2019 to investigate the degree of heterogeneity in wealth returns. Second, I study the implications of return heterogeneity for the distribution of wealth in the United States by incorporating return heterogeneity into the workhorse model of earnings risk, and calibrating the parameters of the return process to match the empirical evidence on returns to wealth.

The analysis of U.S. household data uncovers the following empirical patterns. First, the average return on wealth is increasing in households’ wealth, in line with the findings of Bach et al. (2020) and Fagereng et al. (2020) for Sweden and Norway, respectively. Moving from
the 20th to the 99th percentile of the wealth distribution raises the average yearly return on wealth by 4.7 percentage points, from 3.6% to 8.3%.\textsuperscript{5} One source of the observed differentials is the allocation of wealth between the different asset classes. The asset portfolios at the top of the wealth distribution tend to own a larger share of equity than bottom or middle ones, in which residential real estate predominates. This generates heterogeneity in wealth returns because equity earns, on average, higher returns than real estate: a premium of 8.1 and 1.4 percentage points for private businesses and public equity, respectively. Moreover, this paper uncovers a second source of heterogeneity between households. Even within narrow asset classes, returns exhibit important differences and tend to increase with wealth. This is particularly true in the case of private businesses and real estate.

To understand the quantitative implications of the estimated return differences, I develop a partial equilibrium model of household saving behavior. Individuals face two sources of heterogeneity: earnings and the rate of return on wealth. Given the exogenous processes for earnings and returns, they optimally decide how much to save and consume at each point in time. I consider a standard process for the individual earnings process. Households face a stochastic income process and receive different realizations of a persistent earnings shock which creates dispersion in savings and wealth. Turning to return heterogeneity, I consider two mechanisms that drive return differences. The first one is analogous to earnings: ex-post \textit{luck} that makes some individuals earn higher returns than others. The second mechanism – \textit{type dependence} – allows for persistent ex-ante differences among individuals. Specifically, individuals may face fundamentally different return processes (e.g. different mean return), and the “high return types” end up accumulating more wealth.

The main result of the quantitative exercise is that return heterogeneity, calibrated to the U.S. economy, generates a considerable amount of wealth concentration. I show that a simple model that accounts for return heterogeneity, in addition to earnings inequality, can fully account for the top 10% wealth share observed in the data (76%). To get a sense of the importance of return heterogeneity, I estimate a counterfactual model economy in which I shut down all return differences, and earnings heterogeneity is the only source of wealth dispersion. The top 10% wealth share implied by such model is equal to 36%, implying much less wealth concentration than in the data. This exercise suggests that return heterogeneity is at least as important as labor income differences to understand wealth inequality in the United States, in particular the distribution of wealth between the top 10% and the remaining 90% households. Within the top 10% of the wealth distribution, the calibrated model of

\textsuperscript{5}I present evidence for the positive domain of the wealth distribution. As the bottom 20% of the U.S. wealth distribution have negative wealth, I omit this group to avoid confusion when interpreting the estimates.
return heterogeneity implies that the top 5% and the top 1% own 69% and 55% of the total wealth, respectively. These numbers are somewhat larger than their empirical counterparts (65% and 37%), implying a slightly thicker distribution tail. Importantly, they imply much more wealth concentration than the workhorse model of earnings heterogeneity (21% and 5%, respectively). Overall, these findings suggest that return heterogeneity is of first-order importance to understand top wealth shares in the United States.

Related literature. This work relates to several strands of the literature on wealth inequality. First, it relates to the recent literature that uses disaggregated micro-data to estimate wealth returns. In two key contributions, Bach et al. (2020) and Fagereng et al. (2020) document a substantial degree of heterogeneity in individual wealth returns based on Swedish and Norwegian administrative data. Importantly, both papers find a positive correlation between wealth and returns. This paper contributes to this literature by showing evidence of return heterogeneity in the United States, which differs in several ways from Scandinavian economies, including in the degree of wealth inequality\(^6\). In the absence of administrative data on the asset holdings of U.S. households, I propose a methodology based on survey data. Despite the accessibility and popularity of the U.S. Survey of Consumer Finances, there is no previous research documenting heterogeneity in U.S. household returns and, in particular, how they vary with wealth. To calculate the return on public and private equity, I build on Moskowitz and Vissing-Jørgensen (2002) and Kartashova (2014) who use data from the SCF to calculate the return on these asset classes from 1990 to 2010. However, these papers focus on the economy-wide return and do not investigate whether there is heterogeneity between households. Additionally, I estimate the return on the remaining wealth components included in the survey (e.g., deposits, bonds and real estate).

On the theoretical side, this paper relates to the macro-inequality literature that uses models with different sources of heterogeneity to understand the dynamics and distribution of wealth. Bewley (1977), İmrohoroğlu (1992), Huggett (1993) and Aiyagari (1994) provided the first contributions to what has become the workhorse macroeconomic model to study wealth inequality based on labor income heterogeneity. As previously discussed, this class of models implies too little wealth concentration compared to the data, which has motivated several extensions that aim to match the data better. Closest to this paper is the strand of the literature highlighting the implications of capital return heterogeneity. Quadrini (2000) and Cagetti and De Nardi (2006) explicitly consider idiosyncratic returns to entrepreneurship and show that this mechanism can generate a thick wealth distribution tail. Relatedly, Benhabib

\(^6\)The top 10% wealth share is close to 52% in Sweden (calculation based on Bach et al. (2020)). In Norway in 2009, the top 10% wealth share was equal to 53% (Epland and Kirkeberg, 2012).
et al. (2011) show analytically that idiosyncratic return risk can generate a Pareto tailed wealth distribution whose thickness is driven by the heterogeneity in returns to wealth and not to human capital. Gabaix et al. (2016) explore the dynamics of wealth over time and suggest that in order to generate fast changes in tail inequality in the magnitude measured by Saez and Zucman (2016), wealth returns should feature persistent heterogeneity (type dependence) and/or be an increasing function of wealth (scale dependence).

The model studied in this paper shares with the previous literature the presence of idiosyncratic returns to wealth. The main quantitative exercise is related to Benhabib et al. (2019) and Hubmer et al. (2020) who develop quantitative models to ascertain the importance of different factors to explain wealth concentration in the United States. Benhabib et al. (2019) consider an overlapping generations (OLG) economy with idiosyncratic earnings risk, non-homothetic preferences and idiosyncratic return risk across generations (but not within agents’ life spans). As Benhabib et al. (2019) do not observe returns directly, the authors estimate the associated parameters by targeting U.S. wealth shares and data on social mobility. In this paper, I calibrate the parameters of the return process to match direct evidence on how returns vary along the US wealth distribution and do not target wealth shares per se.7

The main goal of Hubmer et al. (2020) is to examine changes in wealth inequality over time, but they also investigate the contribution of different channels for long-run inequality, including return heterogeneity. Compared to this paper, there are two main differences. First, Hubmer et al. (2020) calibrate a 1967 model of the U.S. economy using return estimates from Swedish data for the period 2000-2007. In this paper, I use U.S. return data to calibrate the return process. Second, I propose an alternative modeling of the individual return process that captures well the return heterogeneity observed in the data: it relies on luck and type dependence. The individuals who are “lucky” and/or have high return “types” save at a higher rate and end up at the top of the wealth distribution. In Hubmer et al. (2020), returns feature luck and scale dependence: being richer raises the expected return on wealth, which feeds back into wealth inequality. Conditional on the level of wealth, however, there are no persistent return differences between households.

The rest of the paper is organized as follows. Section 2 describes the data and the empirical evidence on returns to wealth in the United States. Section 3 outlines the model of household saving behavior. Section 4 describes the parameterization and the main quantitative results. Section 5 discusses alternative specifications of the return process and their distributional implications. Section 6 concludes.

7To be clear, I do not target any wealth share above the 50th percentile of wealth. I target the wealth share of the bottom 50% to pin down the borrowing constraint parameter.
2 Wealth and returns in the United States

I begin by describing the data and clarifying how wealth is defined. Then, I provide empirical evidence on how wealth is distributed in the United States and how the type of assets owned by households varies with their wealth. Finally, I construct a measure of wealth returns and investigate whether there is a systematic relationship between returns and households’ position in the distribution of wealth.

2.1 Data sources and variable definitions

The primary data sources used in this study are the eleven waves of the Survey of Consumer Finances conducted every three years between 1989 and 2019. Each survey provides cross-sectional data on U.S. households’ gross income for the calendar year preceding the survey, detailed information on their wealth (and its components), as well as families’ demographic characteristics. In addition to providing detailed information on household finances, one of the reasons the SCF is widely used to study wealth has to do with its sampling design. Because wealth is highly concentrated in the United States, the SCF oversamples wealthy households so that the collected data provides a good representation of the existing wealth and how it is distributed.

The wealth concept used in this paper is marketable wealth, which is defined as the current value of all marketable assets less the current value of debts. I group wealth components into the following categories. Total assets are defined as the sum of (1) interest-earning assets; (2) directly and indirectly held stocks (e.g., through mutual funds); (3) net equity in private businesses; (4) the value of real estate; (5) other miscellaneous financial assets; and (6) other nonfinancial assets. Total liabilities are the sum of mortgage debt, consumer debt, including auto loans, and other debt such as educational loans (“debt”).

2.2 Household wealth in the United States

To have an idea of the overall distribution of wealth in the United States, table 1 summarizes wealth shares in 2019 according to the SCF. The degree of concentration is striking: only 10% of the U.S. population own 76% of the total private wealth, while the poorest half of the population owns virtually no wealth (1.5%). Even within the richest 10%, wealth is

---

8See appendix A.1 for a more detailed description of the SCF’s sampling procedure.
9This category includes all types of transaction accounts (e.g., checking accounts, money market accounts, savings accounts), certificates of deposit, government bonds, corporate bonds, foreign bonds, other financial securities and the cash surrender value of life insurance plans.
10Vehicles are the main asset included in this category.
Table 1: Distribution of wealth in the United States, 2019 (SCF)

<table>
<thead>
<tr>
<th>Percentile</th>
<th>Wealth share</th>
</tr>
</thead>
<tbody>
<tr>
<td>Bottom 50%</td>
<td>1.5</td>
</tr>
<tr>
<td>Middle 40%</td>
<td>22.1</td>
</tr>
<tr>
<td>Top 10%</td>
<td>76.4</td>
</tr>
<tr>
<td>Top 5%</td>
<td>64.9</td>
</tr>
<tr>
<td>Top 1%</td>
<td>37.2</td>
</tr>
</tbody>
</table>

unequally distributed: of the total wealth owned by the top 10%, 85% of it is concentrated in the hands of the richest 5%. Similarly, the richest 1% owns almost half of the wealth of the top 10%.

As previously mentioned, wealth is more concentrated than earnings. This is depicted in figure 1 which plots earnings shares (orange bars) and wealth shares (blue bars) in 2019 based on the SCF. Moreover, the large degree of wealth concentration is not specific to the year 2019. Although top shares increased somewhat between 1989 and 2019, the significant right skewness that characterizes the U.S. wealth distribution was already observed in the beginning of the sample period. Appendix A.2 provides additional details of the evolution of U.S. wealth shares over time according to the SCF.

![Wealth and Earnings Shares](image)

Figure 1: Wealth and earnings shares, 2019 (SCF)

Household wealth is not just highly concentrated. Its composition is also very heterogeneous. This can be seen in figure 2, which plots the composition of gross asset portfolios for different percentiles of the wealth distribution. Real estate, especially primary homes, represent the main asset held by the bottom half of the distribution, who own very few
public stocks and even less private equity. The other main assets owned are liquid assets and vehicles (included in “nonfinancial assets”). The middle class has a bit more exposure to public stocks, but homes still dominate the asset portfolio, representing between 48% and 67% of the assets owned. Moving toward the top of the wealth distribution, the weight of housing shrinks gradually, while the importance of equity rises. This is especially true for private businesses which take up the biggest share of the portfolio of the richest 1% (around 38%). Grouping public stocks and private businesses together implies that the richest 1% hold 64% of their assets in the form of equity.

2.3 Estimating returns to wealth

The goal for this section is to construct an estimate of the return on wealth and investigate the relationship between returns and wealth itself. To do this, I start by estimating the aggregate return on wealth and then compare it with the average return at different percentiles of the wealth distribution.

I start by clarifying how the return on wealth is defined. Denote by $R_c$ the return on asset class $c$ and $\omega_c$ its weight as a share of total wealth. Then, the total return on wealth is defined as

---

The wealth components (or classes) considered here coincide with the ones described in section 2.1: interest-earning assets, public equity (stocks), private businesses, real estate, other financial and nonfinancial assets and debt. Debt enters with a negative sign.
\[ R_w = \sum_c \omega_c R_c. \]  

That is, the total return on wealth is given by the weighted average of the return on its different components.

In turn, the return on each wealth component is defined as the sum of two objects: (1) a yield component, capturing the net income generated by the asset; and (2) a capital gain component, reflecting fluctuations in its price. I use data from the SCF to estimate the yield component of each asset class (including debt), adapting the methodology of Moskowitz and Vissing-Jørgensen (2002) and Kartashova (2014). Because this dataset does not include sufficient information to calculate unrealized capital gains or losses, I use the indices proposed by Shiller (2015) and data from the U.S. Financial Accounts\(^\text{12}\) to estimate the capital gain component of real estate and equity assets. I now explain in further detail the computation of each of the two return components.

**The yield component.** Each wave of the survey provides information about the market value of each asset in the year of the survey and about the value of the associated income flow during the year preceding it. I use this data to calculate average annualized returns over three-year intervals which is the frequency of the data releases. To be clear, consider the following example using two consecutive waves of the SCF, 1989 and 1992. The average annualized return \( R \) over the period 1990–1992 is computed as the geometric average of returns \( R_1 \) and \( R_2 \) as follows:

\[
R_1 = \left(1 + \frac{3NI_{1988}}{P_{1989}} \right)^{\frac{1}{3}}
\]

\[
R_2 = \left(1 + \frac{3NI_{1991}}{P_{1989}} \right)^{\frac{1}{3}}
\]

\[
R = (\sqrt{R_1 \cdot R_2} - 1) \cdot 100
\]

where \( NI \) denotes the total income flow generated by the asset and \( P \) represents the market value of the asset stock. Using equations (2)–(4), I construct an estimate of the return for each of the seven wealth components previously mentioned. Table 2 summarizes the income concept used in each asset category, as well as the resulting estimate of the average annualized yield return over the sample period. I assume that the categories “other financial assets”

\(^{12}\)The U.S. Financial Accounts includes data on transactions and levels of financial assets and liabilities, by sector (e.g., households and nonprofit organizations and nonfinancial corporate businesses).
Table 2: Yield component of returns, average 1990–2019

<table>
<thead>
<tr>
<th>Wealth component</th>
<th>Net income</th>
<th>Yield</th>
</tr>
</thead>
<tbody>
<tr>
<td>Interest-earning assets</td>
<td>Interest income</td>
<td>2.1%</td>
</tr>
<tr>
<td>Public equity</td>
<td>Dividends</td>
<td>1.8%</td>
</tr>
<tr>
<td>Private businesses</td>
<td>Net profits</td>
<td>9.0%</td>
</tr>
<tr>
<td>Real estate</td>
<td>Rental income</td>
<td>4.2%</td>
</tr>
<tr>
<td>Debt</td>
<td>Loan interest payments</td>
<td>2.7%</td>
</tr>
</tbody>
</table>

and “other nonfinancial assets” generate no income flows, which is why they are omitted from the table. See appendix 2 for a detailed description of the variables used to compute income flows and market values by asset category.

The ability to generate relatively large profits makes private businesses the highest-yielding asset, with an average yield return of 9.0% over the sample period. This is more than half of the yield return generated by real estate (4.2%) and about five times the yield on public equity (whose gains come mainly from price appreciations). The most relevant comparison, however, is of the total return on the different assets, for which we need to add the capital gain component. This is done as follows.

**Capital gains and losses.** To obtain the capital gain component of returns, I use the following sources. For public equity and real estate, I use the indices proposed by Shiller (2015) and for private business equity, I use data from the U.S. Financial Accounts sponsored by the Federal Reserve Board. I further assume no capital gains/losses on interest-earning assets and debt. Finally, I use the total value reported in the SCF to calculate capital gains or losses on other residual financial and nonfinancial assets.

Over the past three decades, the largest capital gains were associated with public stocks and private businesses: an average gain of 4.91% and 4.39%, respectively. Real estate experienced a price boom during the first half of the 2000s, but the subsequent bust in 2008–10 explains the low overall gains during the whole period (1.10%). Finally, the residual categories of financial and nonfinancial assets earned an average capital gain of 0.39% and 1.87%, respectively.

---


14For noncorporate equity, I use the series “Nonfinancial noncorporate business; proprietors’ equity in noncorporate business (wealth)” (NNBPEBA027N). The value of corporate equity is obtained from the series “Households and nonprofit organizations; corporate equities” (HNOCEAA027N). Both series are deflated by the CPI deflator.

15The overall results are similar if I assume no capital gains on other financial and nonfinancial assets. More generally, the results do not depend on the assumptions made regarding these assets because together they represent only about 6% of the total U.S. wealth.
The aggregate return on wealth. Having computed the yield and capital gain components, I obtain the total return on each asset by simply adding the two elements. Table 3 summarizes the average return of each asset category between 1990 and 2019, along with each of its components.\textsuperscript{16}

On average, private businesses were the asset group that earned the highest returns, 13.4\%, followed by publicly listed companies with a return of 6.7\%. This premium is almost fully explained by differences in the yield return of the two assets (profits vs. dividends) and is in line with the findings of Kartashova (2014) for the period 1990–2010. Real estate in the United States earned an average return of 5.3\% over the period, most of which is due to rents and not capital gains (which were lost in the housing market collapse of 2008–2010). Interest-earning assets yielded an average annual return of 2.1\% which is, as expected, close to the estimate found for the average cost of debt, 2.7\%. Finally, other financial and nonfinancial assets earned a yearly return of 0.4\% and 1.9\%, respectively.

The final step for estimating the aggregate return on wealth is to combine the return on each wealth category according to equation (1). Doing so for the aggregate U.S. economy yields an average yearly return of 6.80\% between 1990 and 2019. Arriving at this point, one natural question emerges: have all U.S. households earned a return on their wealth close to 6.80\%? If not, is there a relationship between returns and wealth?

### 2.4 Return heterogeneity along the wealth distribution

In this section, I investigate whether returns vary with wealth by repeating the calculations of the previous section at different percentiles of the wealth distribution. Specifically, I divide the population into nine wealth bins: 20\%-40\%, 40\%-60\%, 60\%-70\%, 70\%-80\%, 80\%-90\%, 90\%-95\%, 95\%-97\%, 97\%-99\% and 99\%-100\% percentiles.

\textsuperscript{16}Appendix A.3 provides further detail of the aggregate return on each wealth component, for each subperiod between 1990 to 2019. See table 16 and figure 12 in appendix A.3 for a complete description of the estimates for all asset categories.
The methodology is the same as previously. First, I estimate the yield component of returns for each wealth bracket applying equations (2)–(4). The second step is to impute the capital gains estimated in section 2.3 to each asset category. Finally, the total wealth return is obtained by weighting the return on the different wealth components according to equation (1). The results are depicted in figure 3.

![Return on Wealth by Percentile of Wealth](image)

Figure 3: Average wealth returns by percentile of wealth

Clearly, not all households earn the same return on wealth. Figure 3 depicts a clear positive correlation between average returns and the households’ wealth percentile. Between 1990 and 2019, households in the 20%-40% percentiles of the wealth distribution received an average return of 3.61%, which is almost half of the aggregate return represented by the grey dashed line. In contrast, the richest 1% earned an average return of 8.25%, implying a difference of 4.64 percentage points with respect to the bottom group. For comparison, in Norway (2005–2015), Fagereng et al. (2020) estimate that the average return on wealth rises from -1.5% for the 20th percentile to 3.8% for the 50th percentile of the wealth distribution, and it further rises to 5.7%, approximately, for the 99th percentile.\(^\text{17}\) Using Swedish data from 2000-2007, Bach et al. (2020) estimate that the expected excess return on wealth rises from 3.8% for the 20%–30% wealth percentile to 4.7% for the 50%-60% wealth percentile. It then rises further and varies between 6.58% and 8.32% for individuals within the top 1%.\(^\text{18}\)

Next, I discuss how these return differentials can partially be explained by the heteroge-

\(^{17}\)Fagereng et al. (2020) use a slightly different definition of returns in which income is divided by gross wealth, instead of net wealth.

\(^{18}\)Excess returns are defined relative to the Swedish Treasury bill which earned, on average, 1.5% per year over the period.
neous portfolio composition documented in section 2.2. However, this is not the only source of heterogeneity.

2.5 Sources of return differentials

In this section, I decompose the return differentials displayed in figure 3 into two sources: (1) heterogeneous composition of wealth portfolios and (2) return differences within asset categories.

Starting with the composition of wealth portfolios, section 2.2 has shown that there are systematic differences between individuals. High-wealth households own relatively more equity, while low and middle-wealth households are more exposed to real estate assets. Given that equity earns, on average, higher returns than real estate, it is unsurprising that wealthier households earn larger wealth returns.

In addition, richer households earn higher returns on some assets. This is true for private businesses, real estate and even interest-earning assets, although the premium is smaller. This is depicted in figure 4 which plots the average return on selected asset categories for different wealth percentiles. The largest differentials are observed on private businesses, where households in the top 10% of wealth earn higher returns than the next 20% (up to 6.9 percentage points more)\(^\text{19}\). Curiously, the relationship between returns and wealth

\[^{19}\text{The sample of private equity owners within the wealth percentile groups 20\%-40\%, 40\%-60\% and 60\%-70\% is substantially smaller than that of the other wealth groups and leads to very volatile return estimates. Therefore, I do not consider them in the calculation of private businesses’ returns.}\]
is not monotone at the top: households within the top 1% earn lower returns than the next 9%, a difference that goes up to 2.8 percentage points. The same broad pattern is observed in real estate. Moving from the bottom 20% of the wealth distribution to the top 1% roughly doubles housing returns, from 3% to 6.2%, suggesting that wealthy households are able to extract relatively more income from their properties. Even on interest-earning assets there is a “wealth premium” that goes up to 1.7 percentage points between the lowest and highest wealth groups considered. In contrast, return differentials are much lower for investments in public stocks, supporting the idea that stock portfolios are better diversified for all households.

What is the contribution of each of these factors to the final return differentials? One way of ascertaining the contribution of portfolio composition is to shut down all portfolio differences among households and calculate the resulting (counterfactual) return on wealth. Similarly, one could shut down all heterogeneity in returns within asset classes, while still allowing for differences in portfolio composition and build a counterfactual return estimate. These counterfactual returns are represented by the blue and green bars in figure 5, which are contrasted with the actual returns of each wealth group. I also include the aggregate return on wealth, 6.8%, for reference (dashed line).

![Return on Wealth: Actual vs. Counterfactuals](image)

Figure 5: Wealth returns by percentile of wealth: actual vs. counterfactuals

To build the counterfactual estimates represented by the green bars, I allow households to earn different returns within asset classes but impose that all households own the aggregate wealth portfolio. For households up to the 97% percentile, imposing the aggregate portfolio

---

20I assume that if households in the 20%-70% wealth percentiles owned private businesses, they would
implies raising the relative importance of equity (to the detriment of real estate) and reducing
debt exposure, which contributes to raise the average return by up to 1.7 percentage points.
The wealthiest 1% households would be the most hurt by the imposition of the aggregate
portfolio, as their average return would fall from 8.4% to 7.3%. This is mainly due to the
substitution of private businesses with lower yielding assets.

If, instead, we eliminate return differences on similar assets, we obtain the estimates
represented by the blue bars. Bottom households, who earn lower returns on all assets, would
gain the most: a rise of 3.4 percentage points in the average return. The main effect comes
from the resulting increase in housing returns at the bottom. Similarly, the middle class
would see their wealth return increase. For example, the 40%-60% wealth percentiles would
see the average return rise from 3.8% to 6.1%. In contrast, the wealthiest 5% households
would see their returns fall up to 0.7 percentage points, after losing the return advantages
displayed in figure 4.

Overall, both factors are quantitatively important to explain wealth return differences.
Return heterogeneity within asset classes is particularly important for households at the
bottom of the distribution (the 20%-60% percentiles). Eliminating return differentials on
similar assets would break the positive correlation between returns and wealth and would
bring to 0.7 percentage points the return gap between the bottom 20%-40% and the top
1% of wealth. However, some important return differences would remain: families in the
middle of the wealth distribution would earn a 5.5% annual return on wealth, which is 2.3
percentage points lower than the return that the richest 1% would earn in this counterfactual
scenario. The remaining differential is explained by the heterogeneous portfolio composition.
If we were to shut down all heterogeneity in the composition of wealth portfolios instead,
we would still observe a positive correlation between returns and wealth, but the return
differential between bottom and top households would be reduced from 4.7 to 2.2 percentage
points. Thus, it is important to consider both sources of return differentials to understand
the magnitude of the overall return differences.

2.6 The correlation between returns and wealth

In the analysis in the previous section, I uncovered important differences in the rate of return
that U.S. households receive on their investments. In particular, the analysis showed that
richer households earn, on average, a higher return on their wealth. I now discuss three
mechanisms, proposed by Gabaix et al. (2016), that generate a positive correlation between
wealth and returns: (1) type dependence, (2) scale dependence and (3) luck.

earn the same return as the next wealth bracket (70%-80%).
Type dependence refers to the possibility that households face fundamentally different return processes. Some individuals may be “high return types,” for example, reflecting their education, talent as investors or risk tolerance. “High-type” individuals earn higher average returns than “low types”, which allows the high types to accumulate relatively more wealth over time.\(^{21}\) Therefore, this mechanism can rationalize the empirical correlation between average returns to wealth and the households’ position in the wealth distribution: “high-types” earn persistently higher returns, accumulate more wealth and end up at the top of the wealth distribution.

Alternatively, returns may feature scale dependence. As the term suggests, in this case the level of wealth matters for the return on wealth.\(^{22}\) This mechanism can rationalize that the return of an investment depends on its size or that some instruments have minimum investment requirements (or other types of “barriers” to access). Wealthier individuals earn higher returns precisely because they have more wealth. In turn, higher returns allow individuals to accumulate relatively more wealth which raises their expected return and so on.

Finally, the positive correlation between realized returns and wealth may simply be a product of luck, that is, idiosyncratic randomness. Suppose that returns are stochastic and idiosyncratic. Even if the return process is identical for all individuals (ex-ante), the ex-post realization of returns varies with the realization of the idiosyncratic shock. Those households who are “lucky” and receive higher return realizations can accumulate relatively more wealth. Once again, this would generate a positive correlation between realized returns and wealth.

Without the panel dimension in the SCF, it is challenging to disentangle the contribution of the previous mechanisms for the return heterogeneity measured in the data. Nonetheless, the empirical evidence of Bach et al. (2020) and Fagereng et al. (2020) suggests that all three mechanisms are likely to affect returns in practice. Bach et al. (2020) investigate the presence of type and scale effects by comparing the expected return on wealth of pairs of twins. The authors’ strategy relies on the assumption that twins share the same investment “type,” and then they estimate the relationship between the expected returns and scale.\(^{23}\) Bach et al. (2020) find that scale dependence, type dependence and transitory variation explain 7%, 16% and 77%, respectively, of the variance in wealth returns. Fagereng et al. (2020) regress the average return on wealth on the individual’s wealth percentile in the beginning of the period, an individual fixed effect and time fixed effects. Their estimation suggests that both

\(^{21}\)Different “types” may differ, not only in the expected return but also in the standard deviation of the return innovations.

\(^{22}\)Again, scale may affect the mean and the standard deviation of individual returns.

\(^{23}\)As recognized by the authors, this strategy is likely to underestimate the contribution of household type dependence if twins do not fully share the same investment type.
scale and individual fixed effects are statistically significant. For example, the results imply that type dependence and transitory variation explain 52% of the 20 percentage point return difference between the 15% and 85% wealth percentiles. Scale dependence accounts for the remaining difference. All in all, the existing empirical evidence does not provide a precise estimate of the relative importance of type dependence, scale dependence and luck. However, the evidence suggests that all mechanisms are realistic features of returns to wealth in the data.

**Heterogeneous returns and wealth inequality.** How does return heterogeneity affect the distribution of wealth in the United States? In the remainder of the paper, I address this question through the lens of a model of household wealth accumulation. As previously discussed, there are different mechanisms that can replicate the empirical positive correlation between returns and wealth. I propose a model in which returns feature type dependence and luck. This choice is motivated by the following observations. First, I find that luck alone is insufficient to accurately replicate the return differences estimated in the previous section (this is discussed in section 5). Second, I find that a simple formulation with only few different return types is able to match the empirical patterns of wealth returns in U.S. data. Finally, the exogenous return types seem like a natural first step to capture the large return differences observed in the data, given the limited information on the relative importance of “type” and “scale” dependence. Notice that the main difference between the two mechanisms is that, while return “types” induce fully exogenous return differences, “scale” dependence induces a strategic behavior of individuals who internalize that their saving behavior affects the expected return on wealth (and potentially return volatility). This implies that the specific way in which returns depend on scale matters for the optimal saving behavior and, thus, for the distribution of wealth. Given the lack of empirical evidence on the strength of such strategic behavior, I choose to model persistent return differences as heterogeneous agent “types”.

3 A model of wealth inequality and heterogeneous returns

The basic building block is the workhorse incomplete-market economy with idiosyncratic labor income risk. To account for the return differentials observed in the data, I amend the

---

24Note that this is just one way of generating persistent return differences. It does not imply that scale dependence is not empirically relevant. As discussed in the main text, both types of mechanisms — types and scale — are likely to play a role in practice.
workhorse model to feature return heterogeneity.

3.1 Setup

Individuals. The economy is populated by a continuum of individuals indexed by $i$ who choose the path of consumption that maximizes

$$
E_0 \int_0^\infty e^{-\rho t} u(c_{it}) dt,
$$

where $c_{it} \geq 0$ is consumption, and $\rho$ is the discount rate. Time $t$ is continuous, and preferences display constant relative risk aversion (CRRA); that is, $u(c) = \frac{c^{1-\gamma}}{1-\gamma}$ with $\gamma > 0$.

Individuals accumulate wealth $a_{it}$ over time according to

$$
\dot{a}_{it} = y_{it} + r_{it} a_{it} - c_{it}
$$

where $y_{it}$ denotes labor income, and $r_{it}$ is the return on wealth. Moreover, individuals face a borrowing limit

$$
a_{it} \geq a,
$$

with $-\infty < a \leq 0$.

Labor income $y_{it}$ is idiosyncratic and exogenous. It evolves stochastically over time according to the stationary diffusion process

$$
dy_{it} = \mu_y(y_{it}) + \sigma_y(y_{it}) dW_{it},
$$

where $W_{it}$ is a standard Brownian motion. The functions $\mu_y$ and $\sigma_y$ respectively represent the drift and the diffusion of the process. Section 4 makes specific assumptions on their functional forms, which will determine the mean and standard deviation of the growth rate of earnings.

Likewise, the return $r_{it}$ is idiosyncratic, exogenous and stochastic. Relative to earnings, I consider a more flexible formulation that allows the drift and the diffusion of the return process to potentially differ across individuals:

$$
dr_{it} = \mu_{r,i}(r_{it}) + \sigma_{r,i}(r_{it}) dZ_{it},
$$

where $Z_{it}$ is a standard Brownian motion. This formulation, known as type dependence,

---

\textsuperscript{25}A standard Brownian motion (or Wiener process) is a stochastic process $W$ that satisfies $W(t + \Delta t) - W(t) = \epsilon \sqrt{\Delta t}$, where $\epsilon \sim \mathcal{N}(0, 1)$. 

allows for the presence of “high” and “low” return types. If there is only one type (i.e., $\mu_{r,i} = \mu_r$, $\sigma_{r,i} = \sigma_r \forall i$), then all individuals face the same return process, and all return heterogeneity is due to the ex-post realization of the shock. If there are more return types, then there is also some ex-ante heterogeneity in the sense that individuals face different return processes.

Individuals maximize equation (5) subject to equations (6) and (7) and the exogenous processes for $y_i$ and $r_i$ described by equation (8) and equation (9). The state of the economy is the joint distribution of wealth, income and returns.

3.2 Stationary equilibrium

For convenience, I now suppress the subscript $i$ on wealth, income and returns and keep it only to identify individuals’ return type. Individuals’ consumption-saving decisions and the probability density function over wealth, income and returns can be summarized with a Hamilton-Jacobi-Bellman (HJB) equation and a Kolmogorov Forward (KF) equation:

$$\rho v_i(a, y, r) = \max_c u(c) + \partial_a v_i(a, y, r)(y + ra - c) + \partial_y v_i(a, y, r)\mu_y(y)$$
$$+ \partial_r v_i(a, y, r)\mu_{r,i}(r) + \frac{1}{2} \partial_{yy} v_i(a, y, r)\sigma_y^2(y) + \frac{1}{2} \partial_{rr} v_i(a, y, r)\sigma_{r,i}^2(r), \forall i$$

$$0 = -\partial_a [s_i(a, y, r)g_i(a, y, r)] - \partial_y [\mu_y(y)g_i(a, y, r)] - \partial_r [\mu_{r,i}(r)g_i(a, y, r)]$$
$$+ \frac{1}{2} \partial_{yy} [\sigma_y^2(y)g_i(a, y, r)] + \frac{1}{2} \partial_{rr} [\sigma_{r,i}^2(r)g_i(a, y, r)], \forall i$$

where $s_i(a, y, r) \equiv y + ra - c_i(a, y, r)$ is the saving policy function, and optimal consumption satisfies $c_i(a, y, r) = (u')^{-1}(\partial_a v_i(a, y, r))$.

Intuitively, the HJB equation (10) characterizes the optimal consumption and saving behavior of individuals, given the exogenous processes for earnings and returns. The KF equation (11) describes the evolution over time of the probability density function $g_{it}(a, y, r)$, given optimal individual saving decisions and the evolution of earnings and returns. In the stationary equilibrium, $\partial_t g_{it}(a, y, r) = 0$ which explains the left-hand side of equation (11).

---

26Gabaix et al. (2016) were the first to propose such formulation of returns, arguing that it can help explain fast changes in top inequality as suggested by empirical evidence. Fagereng et al. (2020) and Bach et al. (2020) support this formulation of returns by showing that return differences in Nordic countries are highly persistent across the entire support of the wealth distribution.

27See Achdou et al. (2017) for an intuitive derivation of the HJB and KF equations in a slightly simpler setting.
4 Quantitative analysis

The objective of this section is to quantify the importance of return heterogeneity for the distribution of wealth in the United States. I first discuss the parameterization strategy of the model presented in section 3 and then discuss the extent to which it is able to replicate a set of moments from U.S. data.

4.1 Model parameterization

The parameterization proceeds in two steps. First, I calibrate a set of parameters outside the model using estimates from the literature. Then, the remaining parameters are jointly calibrated to match several moments in the data.

4.1.1 Externally calibrated parameters

The model is calibrated at an annual frequency. The parameters of the CRRA utility function and the earnings process closely follow the existing literature. The coefficient of relative risk aversion, \( \gamma \), is set to 2. The earnings process is based on the traditional log-normal framework. That is, I assume that log-earnings, \( z_t \), follow an Ornstein-Uhlenbeck (OU) process:\footnote{The OU process is the continuous-time analogue of a discrete-time AR(1) process.}

\[
dz_t = \theta_z (\bar{z} - z_t) dt + \sigma_z dW_t. \tag{12}
\]

I set parameter \( \theta_z \) equal to 0.11 to match an autocorrelation of log-earnings equal to 0.9, and the standard deviation of innovations \( \sigma_z \) is equal to 0.2\footnote{As in Aiyagari (1994) and Guvenen et al. (2019), for example.}. Finally, \( \bar{z} \) is set to 0.78 to ensure that the aggregate earnings sum up to 1 (normalization).

4.1.2 Fitted parameters

The remaining parameters are the discount rate \( \rho \), the borrowing constraint \( a \) and the parameters of the return process.

Discount rate. I target an aggregate rate of return of 6.80% to pin down the discount rate \( \rho \). This is the estimate found in section 2.3 for the United States between 1990 and 2019.
**Borrowing constraint.** The borrowing constraint $g$ is chosen to match the share of wealth of the bottom 50% in 2019 according to the SCF.

**Return process.** I assume that returns follow an Ornstein-Uhlenbeck process and partition the population into three return *types* indexed by $j$ of size $\delta_j$ each ($J = 3$).\(^{30}\) Thus, an individual of type $j$ faces the return process

$$dr_t = \theta_r(\bar{r}_j - r_t)dt + \sigma_{r,j}dZ_t.$$ \hspace{1cm} (13)

There are nine return parameters to be estimated: $\theta_r$, $\bar{r}_j$, $\sigma_{r,j}$, for $j = 1, 2, 3$ and $\delta_1$, $\delta_2$.\(^{31}\) To estimate these parameters, I target the empirical average return of nine different wealth brackets. More specifically, I target the average return of the 20%-40%, 40%-60%, 60%-70%, 70%-80%, 80%-90%, 90%-95%, 95%-97%, 97%-99% and top 1% wealth percentiles. I consider narrower wealth brackets at the top of the distribution to account for the fact that empirical returns exhibit more heterogeneity at the top of the wealth distribution as depicted in figure 3.

Overall, I target 11 moments and estimate 11 parameters. The optimization routine is as follows. For arbitrary values of the vector of parameters $\Theta = (\rho, g, \theta_r, \bar{r}_1, \bar{r}_2, \bar{r}_3, \sigma_{r,1}, \sigma_{r,2}, \sigma_{r,3}, \delta_1, \delta_2)$, the model is solved using the algorithm described in appendix B.1. This yields the optimal individual decision rules and the stationary distribution over wealth, earnings and returns. Using these objects, I compute the model implied aggregate rate of return, the wealth share of the bottom 50% and the average return of the nine wealth percentiles previously specified. Then, the fitted parameters $\hat{\Theta}$ are the ones that minimize the distance between the model-generated moments and the targeted moments from U.S. data. Formally, let $M(\Theta)$ denote the vector of empirical moments targeted in the calibration and let $\hat{M}$ denote the corresponding vector of moments generated by the model. Then,

$$\hat{\Theta} = \arg\min_{\Theta} (\hat{M} - M(\Theta))'W(\hat{M} - M(\Theta)),$$ \hspace{1cm} (14)

where $W$ is the weighting matrix which I set equal to the identity matrix, $W = I$. Additional details of the optimization routine are presented in appendix B.2.

Table 4 presents an overview of the externally calibrated and internally fitted parameters. Before discussing them in more detail, the next section shows how well the model replicates the empirical moments targeted in the calibration.

---

\(^{30}\)In section 5, I discuss the choice of the number of return types and the implications of alternative choices.

\(^{31}\)As the population size is normalized to 1, the mass of type 3 individuals is given by $1 - \delta_1 - \delta_2$. 

20
Table 4: Overview of parameters

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Description</th>
<th>Method</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\gamma$</td>
<td>Coefficient of relative risk aversion</td>
<td>External</td>
<td>2</td>
</tr>
<tr>
<td>$\theta_z$</td>
<td>Persistence of log-earnings</td>
<td>External</td>
<td>0.11</td>
</tr>
<tr>
<td>$\bar{z}$</td>
<td>Aggregate earnings</td>
<td>External</td>
<td>0.78</td>
</tr>
<tr>
<td>$\sigma_z$</td>
<td>Standard deviation of earnings innovations</td>
<td>External</td>
<td>0.2</td>
</tr>
<tr>
<td>$\rho$</td>
<td>Discount rate</td>
<td>Internal</td>
<td>0.088</td>
</tr>
<tr>
<td>$a$</td>
<td>Borrowing constraint</td>
<td>Internal</td>
<td>-0.65</td>
</tr>
<tr>
<td>$\bar{\theta}_r$</td>
<td>Persistence of returns</td>
<td>Internal</td>
<td>3.08</td>
</tr>
<tr>
<td>$\bar{r}_1$</td>
<td>Mean return type 1</td>
<td>Internal</td>
<td>0.033</td>
</tr>
<tr>
<td>$\bar{r}_2$</td>
<td>Mean return type 2</td>
<td>Internal</td>
<td>0.058</td>
</tr>
<tr>
<td>$\bar{r}_3$</td>
<td>Mean return type 3</td>
<td>Internal</td>
<td>0.082</td>
</tr>
<tr>
<td>$\sigma_{r,1}$</td>
<td>Diffusion return type 1</td>
<td>Internal</td>
<td>0.056</td>
</tr>
<tr>
<td>$\sigma_{r,2}$</td>
<td>Diffusion return type 2</td>
<td>Internal</td>
<td>0.202</td>
</tr>
<tr>
<td>$\sigma_{r,3}$</td>
<td>Diffusion return type 3</td>
<td>Internal</td>
<td>0.057</td>
</tr>
<tr>
<td>$\delta_1$</td>
<td>Mass of type 1 agents</td>
<td>Internal</td>
<td>0.80</td>
</tr>
<tr>
<td>$\delta_2$</td>
<td>Mass of type 2 agents</td>
<td>Internal</td>
<td>0.18</td>
</tr>
</tbody>
</table>

4.2 Model fit

The estimated baseline model captures the targeted moments quite well. Table 5 shows that the model matches the targeted aggregate rate of return and the share of wealth of the bottom 50%. Figure 6 shows, graphically, that the fit is also very good for the remaining return moments targeted in the calibration.

Table 5: Targeted moments I

<table>
<thead>
<tr>
<th></th>
<th>Model</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Aggregate return</td>
<td>6.79%</td>
<td>6.80%</td>
</tr>
<tr>
<td>Wealth bottom 50%</td>
<td>1.5%</td>
<td>1.5%</td>
</tr>
</tbody>
</table>
4.3 Estimated return heterogeneity

For convenience, table 6 reproduces the fitted return parameters. These are consistent with the majority of U.S. households, 80%, being of the “low” type (type 1). These households have “low” expected returns (an unconditional mean of $\bar{r}_1 = 0.033$) with low volatility ($\sigma_{r,1} = 0.056$). The value of $\theta_r$ determines the strength with which the process reverts to its mean and thus, is closely related to the persistence of the process. The value $\theta_r = 3.08$ implies an autocorrelation of about 0.05 which, in turn, implies that return shocks are very transitory. Type 2 households, or “middle” types, represent about 18% of the population. Their return process is associated with a higher mean ($\bar{r}_2 = 0.058$) and higher volatility ($\sigma_{r,1} = 0.202$) of returns than “low” type households. By assumption, the persistence of return shocks is identical for all types, and therefore, it is also low for the “middle” types. Finally, “high” types represent only 2% of the population and have “high” expected returns ($\bar{r}_3 = 0.082$) with relatively low volatility ($\sigma_{r,3} = 0.057$).

The estimated parameters have no direct counterpart in the data to which they can be compared. Nonetheless, I briefly comment on how some return statistics implied by the model compare to the available evidence from the Nordic countries. For Sweden (2000-2007), Bach et al. (2020) find that the expected return on wealth rises from 5.3% for the 20%-30% wealth percentiles, to 7.5% to the 97.5%-99% wealth percentiles. It then rises further for individuals within the top 1% of the wealth distribution, fluctuating between 8.1% and 9.8%. For Norway (2005–2015), Fagereng et al. (2020) estimate that the average return on wealth
Table 6: Overview of return parameters

<table>
<thead>
<tr>
<th></th>
<th>Low (type 1)</th>
<th>Middle (type 2)</th>
<th>High (type 3)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mean, $\bar{r}_j$</td>
<td>0.033</td>
<td>0.058</td>
<td>0.082</td>
</tr>
<tr>
<td>Standard deviation, $\sigma_{r,j}$</td>
<td>0.056</td>
<td>0.202</td>
<td>0.057</td>
</tr>
<tr>
<td>Persistence, $\theta_r$</td>
<td>3.08</td>
<td>3.08</td>
<td>3.08</td>
</tr>
<tr>
<td>Share, $\delta_j$</td>
<td>0.80</td>
<td>0.18</td>
<td>0.02</td>
</tr>
</tbody>
</table>

It rises from approximately -1.8% in the 20% wealth percentile, to 5.7% at the top 1% wealth percentile. In my model, the average return on wealth rises from 3.4% in the 20%-40% wealth percentiles, to 8.2% for the top 1% of the wealth distribution.

Turning to the relationship between return risk and wealth, Bach et al. (2020) provide an estimate of the idiosyncratic volatility of returns and how it varies with wealth. I compare this object with the volatility of returns implied by $\sigma_r$ (averaged over the different types) in the model. Table 7 depicts these statistics. The model implies a relatively larger idiosyncratic volatility of returns at the 90th percentile of the wealth distribution, and a lower volatility of returns for individuals in the top 1%. Overall, the model is broadly consistent with the evidence from Nordic countries pointing towards a positive correlation between wealth, on one hand, and the average return and the idiosyncratic volatility, on the other hand. The exception is at the top 1% of the wealth distribution, where the model implies considerably less idiosyncratic return risk.

Table 7: Idiosyncratic volatility of returns

<table>
<thead>
<tr>
<th>Wealth percentile</th>
<th>20%</th>
<th>90%</th>
<th>99%</th>
</tr>
</thead>
<tbody>
<tr>
<td>Model</td>
<td>6.5%</td>
<td>14.5%</td>
<td>5.8%</td>
</tr>
<tr>
<td>Bach et al. (2020)</td>
<td>8.0%</td>
<td>6.0%</td>
<td>8.7%-27.5%</td>
</tr>
</tbody>
</table>

It is important to recognize that the (time-series) return process faced by individuals in the model is calibrated to match empirical moments from cross-sectional data. This is not ideal as it would be preferable to use panel data to identify the different components of the re-

---

32 Based on figure 5 in Fagereng et al. (2020)
33 In appendix, I provide additional evidence on the cross-sectional standard deviation of returns implied by the model and how it compares with the empirical evidence of Bach et al. (2020) and Fagereng et al. (2020).
turn process. In particular, the cross-sectional moments cannot disentangle between ex-ante return differences, captured by return types, and the ex-post return differences generated by the stochastic return component. To address this issue, I consider alternative combinations of ex-ante and ex-post heterogeneity by allowing for different numbers of return “types”. In section 5, I show that, while different specifications lead to different parametrizations of the return process (and relative importance of ex-ante versus ex-post differences), the implications for the overall distribution of wealth are broadly similar\(^{34}\). I start by presenting the baseline model’s implications for long-run wealth inequality in the next section.

### 4.4 Results: steady-state wealth inequality

Figure 7 plots the Lorenz curve generated by the model (full yellow line) and, for comparison, its empirical counterpart in 2019 (blue dashed line). For further detail, table 8 summarizes the wealth shares of selected groups.

\begin{figure}[h]
\centering
\includegraphics[width=\textwidth]{lorenz_curve.png}
\caption{Lorenz curve: model and data}
\end{figure}

The degree of wealth concentration implied by the baseline model is not only large but also remarkably close to the empirical wealth shares in the data. This is true although empirical wealth shares were not directly targeted in the calibration, with the exception of the bottom

\(^{34}\)Conditional on matching the targeted cross-sectional return moments.
50% as a whole\textsuperscript{35}. In the model, the wealthiest 10% households own 75.7% of the total wealth. This value is almost identical to the empirical top 10% share observed in 2019: 76.4%. Between the 50th and 90th wealth percentiles, the model tracks the distribution of wealth observed in the data very closely as is clear in figure 7. Moving further up the distribution, the model-implied wealth share of the richest 5% is also very close to its empirical counterpart (68.9% vs. 64.9%). For the richest 1%, the model implies an even greater wealth share than what is observed in the data (55.5% vs. 37.2%), implying even more wealth concentration within the top 5% than what is measured in the data.

Table 8: Wealth shares: model and data (2019)

<table>
<thead>
<tr>
<th>Percentile</th>
<th>Model</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Bottom 50%</td>
<td>1.5</td>
<td>1.5</td>
</tr>
<tr>
<td>Middle 40%</td>
<td>22.8</td>
<td>22.1</td>
</tr>
<tr>
<td>Top 10%</td>
<td>75.7</td>
<td>76.4</td>
</tr>
<tr>
<td>Top 5%</td>
<td>68.9</td>
<td>64.9</td>
</tr>
<tr>
<td>Top 1%</td>
<td>55.5</td>
<td>37.2</td>
</tr>
</tbody>
</table>

To understand the role of type dependence for wealth inequality, the distribution of return types over different wealth percentiles is plotted in figure 8. The main observation is that the household’s return type is positively correlated with the household’s position in the distribution of wealth. “Low” types are more likely to belong to the bottom or the middle of the wealth distribution. This is clear from the first two blue bars on the left which indicate that 53% and 44% of low-type households end up in the bottom 50% and the middle 40% of the wealth distribution, respectively. In contrast, high-type individuals are extremely likely to belong to the top 10% of the wealth distribution. In fact, 99% of high types will end up within the top 5% of the wealth distribution, and 59% of them will belong to the top 1%. Finally, middle-type families are likely to become middle class households, although there are middle types at the bottom 50% and at the top 10% or the top 5%.

Overall, the main takeaway from the baseline model is that adding return heterogeneity, consistent with the U.S. data, to the workhorse model of earnings inequality generates top wealth shares that are remarkably close to their empirical counterparts. In the next section, I investigate just how important return differences are to understand wealth inequality in

\textsuperscript{35}Appendix B.4 shows an alternative calibration in which I do not target the bottom 50% empirical share, and assume that households cannot borrow, that is, $g = 0$. The wealth distribution of the bottom 50% is somewhat larger than in the baseline model (6.8%), mainly at the expense of the next 40% (19.4% versus 22.1% in the baseline). The model-implied top 10% share is equal to 73.8%.
the US.

4.5 Counterfactual: homogeneous returns

In this section, I present a counterfactual exercise whose goal is to understand the relative importance of heterogeneous returns for long-run wealth inequality. Specifically, I shut down all sources of return heterogeneity ($\mu_{r,i} = \mu_r$ and $\sigma_{r,i} = 0 \forall i$) and re-estimate the model. I set $\rho = 0.088$ and $\mu_r = 6.79\%$ to match the aggregate rate of return in the baseline economy. Then, I re-calibrate $a$ to match the bottom 50% wealth share which yields $a = -3.99$. Table 9 summarizes the return parameters associated with this counterfactual exercise.

Table 9: Overview of return parameters: homogeneous returns

<table>
<thead>
<tr>
<th></th>
<th>Low (type 1)</th>
<th>Middle (type 2)</th>
<th>High (type 3)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mean, $\bar{r}_j$</td>
<td>0.0679</td>
<td>0.0679</td>
<td>0.0679</td>
</tr>
<tr>
<td>Standard deviation, $\sigma_{r,j}$</td>
<td>0</td>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>Persistence, $\theta_r$</td>
<td>-</td>
<td>-</td>
<td>-</td>
</tr>
<tr>
<td>Share, $\delta_j$</td>
<td>0.80</td>
<td>0.18</td>
<td>0.02</td>
</tr>
</tbody>
</table>

The implications of ignoring return heterogeneity are depicted in figure 9 and table 10. Figure 9 plots the Lorenz curve associated with the counterfactual economy with earnings inequality but no return heterogeneity (dotted green line). For comparison, it also displays...
the corresponding object for the baseline model and the data. As the bottom 50% share is a target in the calibration, the relevant comparison is that of wealth shares within the top 50% of the distribution. Shutting down return heterogeneity has large implications for the distribution of wealth which becomes much less concentrated. For example, the wealth share of the middle 40% increases from 22.8% in the baseline to 62.3% in the homogeneous return specification. In contrast, the share of the richest 10% drops roughly by half, from 75.7% to only 36.2%. Moving further up the distribution, the relative drop is progressively larger, indicating that return heterogeneity is of first-order importance to understand top wealth shares. Specifically, the top 5% owns only 21.1% of the total wealth under homogeneous returns, which is far from the 64.9% observed in the data and the 68.9% implied by the baseline model. Similarly, the top 1% is predicted to own 5.2% of the total wealth when the corresponding empirical and baseline shares are 37.2% and 55.5%.

The main conclusions from this exercise are summarized as follows. First, labor income differences are insufficient to explain large top wealth shares, in line with the general findings of the literature. Second, this is increasingly true as one moves further up the wealth distribution and earnings risk becomes weaker as a source of wealth dispersion. Finally, considering return heterogeneity on top of earnings inequality can fully explain the degree of wealth concentration observed in the data, suggesting that both factors must be taken into account.
Table 10: Wealth shares: homogeneous returns, baseline and data

<table>
<thead>
<tr>
<th></th>
<th>Homogeneous returns</th>
<th>Baseline</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Bottom 50%</td>
<td>1.5</td>
<td>1.5</td>
<td>1.5</td>
</tr>
<tr>
<td>Middle 40%</td>
<td>62.3</td>
<td>22.8</td>
<td>22.1</td>
</tr>
<tr>
<td>Top 10%</td>
<td>36.2</td>
<td>75.7</td>
<td>76.4</td>
</tr>
<tr>
<td>Top 5%</td>
<td>21.1</td>
<td>68.9</td>
<td>64.9</td>
</tr>
<tr>
<td>Top 1%</td>
<td>5.2</td>
<td>55.5</td>
<td>37.2</td>
</tr>
</tbody>
</table>

account in order to understand long-run wealth inequality.

5 Discussion: cross-sectional return heterogeneity and type dependence

In the baseline model, returns feature type dependence and I assume that there are three return types in the population. This modeling choice is justified by the following observations. First, the model with only one return type (i.e. no type dependence) performs poorly on the matching of the targeted empirical moments. This is depicted in figure 10. The matching is particularly poor for the targeted aggregate rate of return (5.5% vs. 6.8%) and the average return of percentiles 60%-70%, 70%-80%, 80%-90% and 90%-95%, which are too high in the model compared to the data. This result is perhaps not surprising. In this specification, there are only three return parameters: $\bar{r}$, $\sigma_r$ and $\theta_r$. These turn out to be insufficient to accurately capture the heterogeneity in returns estimated in the data. In particular, they imply that the return on wealth is too high for middle-class households, which in turn implies that these households own “too much” wealth. This is reflected in table 11 which compares the distribution of wealth under this specification of returns with that of the baseline model and the data. Taken together, the previous observations suggest that an economy where ex-post luck is the only source of return heterogeneity is unlikely to accurately describe the underlying (true) return process faced by households. Motivated by this result and the discussion in section 2.6, I consider type dependence as a way of better capturing the return heterogeneity observed in the data. Next, I discuss the choice of the total number of types.

As discussed in section 4.3, the cross-sectional evidence on returns to wealth is not suffi-
To check how the results depend on the relative importance of ex-ante return differences, captured by return “types”, relative to ex-post return differences, I estimate the model for different numbers of types. In particular, I consider the case of two, three (baseline) and four return types.

Relative to the one-type specification, considering two, three and four return types considerably improves the matching of the targeted (average) return moments. This is observable in figure 11 which compares the targeted return moments implied by the different models and the data. Notice, however, that the idiosyncratic volatility parameter is different in each of these specifications. This can be seen in table 12. In general, the idiosyncratic
volatility parameter falls with the number of individual return types. Intuitively, considering more return types allows for relatively more “ex-ante” return heterogeneity, which implies that the targeted return moments can be matched with less “ex-post” idiosyncratic return heterogeneity.

Table 12: Idiosyncratic volatility of returns: alternative return specifications

<table>
<thead>
<tr>
<th>Wealth percentile</th>
<th>Two types</th>
<th>Three types</th>
<th>Four types</th>
</tr>
</thead>
<tbody>
<tr>
<td>20%</td>
<td>20.4%</td>
<td>6.9%</td>
<td>7.4%</td>
</tr>
<tr>
<td>90%</td>
<td>21.0%</td>
<td>14.5%</td>
<td>8.3%</td>
</tr>
<tr>
<td>99%</td>
<td>23.9%</td>
<td>5.8%</td>
<td>9.7%</td>
</tr>
</tbody>
</table>

Turning to the wealth distributions implied by the different model specifications, table 13 summarizes the implied wealth shares of different percentiles.\(^{37}\) Broadly, the distribution of wealth under the different specifications is fairly similar up to the 99th wealth percentile. This indicates that, while the individual return parameters are not precisely estimated, the

\(^{37}\) Additionally, appendix B.4 displays the Lorenz curves associated with the different model specifications.
Table 13: Wealth shares: model and data

<table>
<thead>
<tr>
<th>Percentile</th>
<th>Model ((J = 2))</th>
<th>Model ((J = 3))</th>
<th>Model ((J = 4))</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Bottom 50%</td>
<td>1.5</td>
<td>1.5</td>
<td>1.5</td>
<td>1.5</td>
</tr>
<tr>
<td>Middle 40%</td>
<td>23.2</td>
<td>22.8</td>
<td>26.8</td>
<td>22.1</td>
</tr>
<tr>
<td>Top 10%</td>
<td>75.2</td>
<td>75.7</td>
<td>71.7</td>
<td>76.4</td>
</tr>
<tr>
<td>Top 5%</td>
<td>67.7</td>
<td>68.9</td>
<td>62.7</td>
<td>64.9</td>
</tr>
<tr>
<td>Top 1%</td>
<td>57.1</td>
<td>55.5</td>
<td>49.6</td>
<td>37.2</td>
</tr>
</tbody>
</table>

Table 14: The right tail of the wealth distribution: model and data

<table>
<thead>
<tr>
<th>Percentile</th>
<th>Model ((J = 2))</th>
<th>Model ((J = 3))</th>
<th>Model ((J = 4))</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Top 1%</td>
<td>57.1</td>
<td>55.5</td>
<td>49.6</td>
<td>37.2</td>
</tr>
<tr>
<td>Top 0.1%</td>
<td>42.8</td>
<td>22.7</td>
<td>32.2</td>
<td>14.1</td>
</tr>
<tr>
<td>Top 0.01%</td>
<td>18.5</td>
<td>7.8</td>
<td>13.8</td>
<td>5.1</td>
</tr>
</tbody>
</table>

Implications of the estimated return heterogeneity for most of the wealth distribution do not depend substantially on the precise “division” of returns into ex-ante versus ex-post differences (conditional on matching the targeted moments). However, for the top 1% (and smaller groups within the top 1% such as the top 0.1% or the top 0.01%) the model-implied wealth shares vary considerably depending on the calibration. This is depicted in table 14. The lack of detailed panel data is an important limitation to understanding the importance of return differences for households at the very top, and the cross-sectional evidence from the SCF seems insufficient to provide a precise answer. With these caveats in mind, the different model simulations nonetheless suggest that return heterogeneity can generate large wealth shares at the very top of the distribution. This motivates further work, including data collection efforts, to better measure the wealth returns of small, but very wealthy groups of individuals.
6 Conclusion

This paper studies the role of return heterogeneity as a driver of wealth inequality in the United States. The first contribution is to investigate the empirical relationship between returns and wealth using data on U.S. household finances. I find substantial differences in the average return on wealth, arising both from differences in portfolio allocations and return heterogeneity on similar assets. Richer households earn, on average higher returns: a gap of 4.7 percentage points between the 20th and the 99th percentile.

To understand the implications of return differences for wealth inequality, I consider return heterogeneity in a partial equilibrium model of household saving behavior and calibrate it in order to be consistent with the estimated heterogeneity in U.S. data. I find that return heterogeneity is able to explain the large wealth concentration at the top observed in the US. For example, adding return heterogeneity to the standard model of earnings risk raises the top 10% wealth share from 36% to 76%, fully matching its empirical counterpart.

This paper takes a first step towards quantifying the importance of return heterogeneity for wealth inequality in the United States, and there are many avenues which may be fruitful for future research. First, it will be important to further investigate the deeper determinants of return differences (e.g. portfolio choice, investment skill, information) and their relative importance. Relatedly, it will be interesting, as well as challenging, to quantify the distributional implications of heterogeneous returns in a general equilibrium model in which prices are determined endogenously. Finally, the data limitations that the literature still faces when it comes to measuring returns to wealth in micro data suggest that there are potentially large gains from collecting administrative data on both income and wealth. This would greatly improve our understanding of the fundamental drivers of wealth inequality worldwide.
Appendix A  Data

A.1 Survey of Consumer Finances’ sample design

The Survey of Consumer Finances has a complex sample design intended to accurately measure aggregate wealth in the United States. Broadly, households are selected from a double sampling procedure where, first, a sample is selected from a standard multi-stage area-probability design intended to provide good coverage of assets that are broadly distributed (for example, primary homes). Then, a second sample is selected from statistical records — the Individual Tax File — derived from tax data by the Statistics of Income Division of the Internal Revenue Service (IRS). The list provided by the IRS consists of very high income families who are selected into the second sample with the aim of disproportionately picking families that are likely to be relatively wealthy. Weights are used to combine information from the two samples to make estimates for the full U.S. population.

A.2 The distribution of wealth in the United States, 1989-2019

Table 15 depicts wealth shares in the United States between 1989 and 2019. It also includes the Gini index of wealth, which is an alternative measure of dispersion or inequality along the entire distribution.

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Bottom 50%</td>
<td>3.0</td>
<td>3.3</td>
<td>3.6</td>
<td>3.1</td>
<td>2.8</td>
<td>2.6</td>
<td>2.5</td>
<td>1.2</td>
<td>1.1</td>
<td>1.2</td>
<td>1.5</td>
</tr>
<tr>
<td>Middle 40%</td>
<td>29.5</td>
<td>29.7</td>
<td>28.5</td>
<td>28.4</td>
<td>27.7</td>
<td>28.0</td>
<td>26.1</td>
<td>24.4</td>
<td>23.9</td>
<td>21.8</td>
<td>22.1</td>
</tr>
<tr>
<td>Top 10%</td>
<td>67.5</td>
<td>67.0</td>
<td>67.9</td>
<td>68.6</td>
<td>69.5</td>
<td>69.4</td>
<td>71.4</td>
<td>74.4</td>
<td>75.0</td>
<td>77.0</td>
<td>76.4</td>
</tr>
<tr>
<td>Top 1%</td>
<td>30.2</td>
<td>30.1</td>
<td>34.7</td>
<td>34.0</td>
<td>32.2</td>
<td>33.3</td>
<td>33.6</td>
<td>34.2</td>
<td>35.5</td>
<td>38.7</td>
<td>37.2</td>
</tr>
<tr>
<td>Gini index</td>
<td>0.792</td>
<td>0.787</td>
<td>0.791</td>
<td>0.801</td>
<td>0.805</td>
<td>0.809</td>
<td>0.816</td>
<td>0.846</td>
<td>0.850</td>
<td>0.860</td>
<td>0.852</td>
</tr>
</tbody>
</table>

Table 15: Evolution of wealth inequality in the United States, 1989-2019

A.3 Calculating the yield component of returns

This section describes, in detail, the asset classes and income flows from the SCF that were included in the calculation of returns. In each survey period I only consider households whose head is, at least, twenty years old.

Interest-earning assets

The category “interest-earning assets” includes all liquid assets (money market accounts, checking accounts, savings accounts, call accounts, prepaid cards), certificates of deposit,
directly and indirectly held bonds and the cash value of life insurance. The income flow associated with these assets is the total annual interest income reported by households.

**Public equity**

Public equity is the sum of households’ direct holdings of stock plus other public equity owned indirectly through mutual funds or other vehicles. The income flow generated by public equity is the payment of dividends to stockholders.

**Private business equity**

Private businesses are self-reported by households as the share of net equity in the non-publicly traded businesses owned. These include unincorporated businesses (proprietorships and partnerships) and incorporated businesses (for example, subchapter S and C-corporations). To be clear, the SCF asks households the following questions: (1) “Now I would like to ask you about businesses you may own. Do you (and your family living here) own or share ownership in any privately-held businesses, including farms, professional practices, limited partnerships, private equity, or any other business investments that are not publicly traded? Do not include corporations with publicly-traded stock or any partnerships that have already been recorded earlier.”; (2) “Is it a limited partnership, another type of partnership, an LLC, a subchapter S corporation, another type of corporation, or something else?”; (3) “What could you sell your (family’s) share for? What is it worth? About how much would it cost to buy a similar asset?”.

To estimate the profits generated by private businesses I follow Moskowitz and Vissing-Jørgensen (2002). More specifically, the reported net income associated with each business is adjusted for corporate taxes, retained earnings and the unreported labor income of entrepreneurs.

The tax adjustment assumes a tax rate of 30%\textsuperscript{38} on profits for C-corporations and 0% for S-corporations and partnerships. In order to get an estimate of profits that excludes earnings retained by firms, a fraction of after tax profits is deducted — 40% for C-corporations and 20% for S-corporations and partnerships. These percentages correspond to estimates of the ratio of retained earnings to after tax profits in NIPA data (National Accounts). I use the values estimated by Moskowitz and Vissing-Jørgensen (2002) and Kartashova (2014). Finally, I deduct from profits an estimate of the entrepreneur’s labor income when salary is not reported. That is, I impute a salary to individuals who are self-employed, have

\textsuperscript{38}This is a measure of the average effective corporate tax rate applied in the United States, following Moskowitz and Vissing-Jørgensen (2002).
ownership in a private company with active management interest, but report no salary. For these individuals, the reported annual hours worked are multiplied by an estimate of the wage rate of similar individuals in the survey who work in paid employment.\footnote{The wage rate is imputed based on the individual’s age, educational attainment and gender.} The final estimate of profits from a private business is, thus, equal to the reported earnings from the business minus the estimated corporate taxes paid, the estimated retained earnings and the labor income associated with the entrepreneur.

**Real estate**

The SCF collects information on the market value of all real estate owned by households (primary residence, other residential real estate and non-residential real estate). This is the value of the stock of real estate owned by families. The total net income generated by real estate is calculated as follows.

The SCF collects and groups together the total income that comes from “rents, royalties and trusts”. From this income I deduct the amount that does not come from rents. The latter is obtained by assuming that if (1) the household does not own primary residence or any other real estate or (2) the household does not own any other real estate and has declared royalties, then the income reported as “rents, royalties and trusts” is associated with royalties or trust income but not rents. Then I assume that the remaining income after this adjustment corresponds to rental income from real estate other than the primary residence. I calculate the ratio of rental income to the gross value of other real estate, which fluctuates between 3% and 9% over the sample period. Then, I impute rents to primary residences by assuming an identical rent-to-value ratio to the one of other real estate.

**Debt**

The SCF subdivides households’ debt into six different categories: loans secured by primary residence, debt secured by other residential real estate, other lines of credit, credit card debt, installment loans (e.g. vehicles, education) and other debt. The following assumptions were used in the calculations of interest earnings and payments.

*Debt secured by primary residence*

Households report the amount owed in mortgages and other lines of credit secured by their primary residence. They are asked about the current annual interest rate paid on these up to three loans. I calculate interest payments as the product of mortgage debt (on the main
home) multiplied by the geometric average of the interest rates reported on the mortgage loans (if the reported amount of debt is positive).\textsuperscript{40}

**Debt secured by other residential property**

Households are asked about the amount owed in mortgages or other loans related to secondary real estate and the corresponding current interest rate up to two loans. Again, I calculate interest payments by multiplying total household debt (related to secondary property) multiplied by the geometric average of the reported interest rate paid on mortgages.

**Other lines of credit**

Households are asked about the amount owed in other lines of credit up to three loans. As before, I calculate interest payments by multiplying the reported household debt by the geometric average of the reported interest rate paid on other lines of credit.

**Credit card balances**

Households are asked about the amount owed in bank accounts associated with credit cards. I calculate interest payments by multiplying household debt (related to credit card accounts) multiplied by the geometric average of the reported interest rate. Note that until 1992 no question asked was on the interest rate paid. Here, I assume — as in the SCF — a monthly rate of 2.5\% on credit card balances.

**Installment loans: vehicles, education and others**

Households provide information on the amount owed related to vehicle, education or other loans and the associated interest rate paid. Interest payments are estimated as the product of the remaining debt owed and the reported interest rate, with the following considerations. In 1989 the survey asks about the amount owed in consumer loans and the corresponding interest rates paid but it does not divide them into vehicles and education loans. In 1992, I use the geometric average of reported interest rates by type of debt — vehicles, education and other (residual). For “other” installment debt, I assume the interest rate paid is a geometric average of the interest rates reported on loans for vehicles and education.

\textsuperscript{40}I only use the geometric average of the interest rates reported if the household has more than one loans. If the household has only one line of credit, I use the reported interest rate paid on this loan.
Other debt

The SCF asks households about any other debt they may have and the annual interest rate paid on those loans. Interest rate payments are calculated as the product of the interest rate and the stock of debt still owed.

Total return by wealth category

Table 16 shows the estimated aggregate returns by wealth class using the methodology described in section 2.3. Figure 12 plots the return of selected asset classes.

<table>
<thead>
<tr>
<th>Asset Class</th>
<th>90-92</th>
<th>93-95</th>
<th>96-98</th>
<th>99-01</th>
<th>02-04</th>
<th>05-07</th>
<th>08-10</th>
<th>11-13</th>
<th>14-16</th>
<th>17-19</th>
<th>average</th>
</tr>
</thead>
<tbody>
<tr>
<td>Interest-earning assets</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Public equity</td>
<td>5.86</td>
<td>9.73</td>
<td>25.80</td>
<td>1.72</td>
<td>-2.98</td>
<td>7.03</td>
<td>-8.78</td>
<td>11.80</td>
<td>8.70</td>
<td>7.79</td>
<td>6.67</td>
</tr>
<tr>
<td>Private businesses</td>
<td>9.92</td>
<td>15.51</td>
<td>21.67</td>
<td>9.93</td>
<td>14.74</td>
<td>15.72</td>
<td>-1.70</td>
<td>17.04</td>
<td>15.40</td>
<td>15.36</td>
<td>13.36</td>
</tr>
<tr>
<td>Real estate</td>
<td>-1.11</td>
<td>1.94</td>
<td>4.50</td>
<td>7.91</td>
<td>11.20</td>
<td>7.40</td>
<td>-3.74</td>
<td>5.70</td>
<td>10.65</td>
<td>8.51</td>
<td>5.30</td>
</tr>
<tr>
<td>Debt</td>
<td>4.25</td>
<td>3.26</td>
<td>3.23</td>
<td>2.83</td>
<td>2.83</td>
<td>2.57</td>
<td>2.48</td>
<td>1.86</td>
<td>1.81</td>
<td>1.85</td>
<td>2.70</td>
</tr>
<tr>
<td>Other financial</td>
<td>-12.96</td>
<td>3.55</td>
<td>-8.93</td>
<td>14.71</td>
<td>-0.25</td>
<td>9.75</td>
<td>-2.34</td>
<td>-7.94</td>
<td>5.73</td>
<td>2.60</td>
<td>0.39</td>
</tr>
<tr>
<td>Other nonfinancial</td>
<td>-4.78</td>
<td>9.59</td>
<td>1.52</td>
<td>5.88</td>
<td>4.22</td>
<td>-2.35</td>
<td>0.71</td>
<td>0.17</td>
<td>2.36</td>
<td>1.37</td>
<td>1.87</td>
</tr>
</tbody>
</table>

Table 16: Estimated annualized returns by wealth category, 1990-2019
Figure 12: Aggregate returns by asset class

Appendix B  Model

B.1 Numerical Solution

This section describes the algorithm used to numerically compute the stationary equilibrium. It is an adaptation of the methods developed in Achdou et al. (2017).

The economy can be represented by the following system of equations:

\[
\rho v_j(a, y, r) = \max_c u(c) + \partial_a v_j(a, y, r)(y + ra - c) + \partial_y v_j(a, y, r)\mu_y(y) \\
+ \partial_r v_j(a, y, r)\mu_{r,j}(r) + \frac{1}{2}\partial_{yy} v_j(a, y, r)\sigma_y^2(y) + \frac{1}{2}\partial_{rr} v_j(a, y, r)\sigma_{r,j}^2(r) \\
\]  

(15)

\[
0 = -\partial_a [s_j(a, y, r)g_j(a, y, r)] - \partial_y [\mu_y(y)g_j(a, y, r)] - \partial_r [\mu_{r,j}(r)g_j(a, y, r)] \\
+ \frac{1}{2}\partial_{yy} [\sigma_y^2(y)g_j(a, y, r)] + \frac{1}{2}\partial_{rr} [\sigma_{r,j}^2(r)g_j(a, y, r)] \\
\]  

(16)

\[
1 = \sum_{j=1}^{J} \int_{\xi_j}^{\bar{\xi}_j} \int_{\bar{y}}^\bar{y} \int_a^\infty g_j(a, y, r)dadyr \\
\]  

(17)

where \( j = 1, 2, 3 \) denotes agents’ return type. Moreover, \( s_j(a, y, r) \equiv y + ra - c_j(a, y, r) \) is the saving policy function and optimal consumption satisfies \( c_j(a, y, r) = (u')^{-1}(\partial_a v_j(a, y, r)) \).

The state constraint \( a \geq a \) gives rise to the boundary condition...
\[ \partial_a v_j(a, y, r) \geq u'(y + ra), \quad j = 1, 2, 3 \quad (18) \]

To solve the model numerically, one has to define boundaries for the labor income and return processes. Let \( y \) and \( \bar{y} \) denote the boundaries of the \( y \)-process. Similarly the process for \( r_j \) gets reflected at \( r_j \) and \( \bar{r}_j \).\(^{41}\) This gives rise to the following boundary conditions:

\[ 0 = \partial_y v_j(a, y, r) = \partial_y v_j(a, \bar{y}, r), \quad j = 1, 2, 3 \quad (19) \]

\[ 0 = \partial_y v_j(a, y, r_j) = \partial_y v(a, y, \bar{r}_j), \quad j = 1, 2, 3 \quad (20) \]

### B.1.1 HJB Equation

To solve the HJB equation (15) I use an implicit upwind finite difference method. The HJB equation is solved separately for each return type \( j \) following the same steps which I now describe. For simplicity I omit the subscript \( j \).

The state space \((a, y, r)\) is discretized as follows: \( a_k, k = 1, ..., K \), \( y_l, l = 1, ..., L \) and \( r_m, m = 1, ..., M \). I use a non-equispaced grid with 1000 points for wealth \( a \) (\( K = 1000 \)) and equispaced grids for \( y \) (\( L = 10 \)) and \( r \) (\( M = 10 \)). Let \( v_{k,l,m} \) denote \( v(a, y, r) \), \( \Delta a_k^+ = a_{k+1} - a_k \) and \( \Delta a_k^- = a_k - a_{k-1} \) and so on. The derivative of \( v \) in the \( a \) dimension is approximated using an upwind scheme, i.e. using either a forward or backward difference approximation depending on the sign of the drift

\[ \partial_a^B v_{k,l,m} = \frac{v_{k+1,l,m} - v_{k-1,l,m}}{\Delta a_k} \]
\[ \partial_a^F v_{k,l,m} = \frac{v_{k+1,l,m} - v_{k,l,m}}{\Delta a_k^+} \quad (21) \]

Similarly, I also use an upwind method in the \( y \) and \( r \) directions. For the second-order derivatives, I use a central difference approximation:

\[ \partial_y^B v_{k,l,m} = \frac{v_{k+1,l,m} - v_{k-1,l,m}}{\Delta y_l} \]
\[ \partial_y^F v_{k,l,m} = \frac{v_{k+1,l,m} - v_{k,l,m}}{\Delta y_l} \]
\[ \partial_{yy} v_{k,l,m} = \frac{v_{k+1,l,m} - 2v_{k,l,m} + v_{k-1,l,m}}{(\Delta y_l)^2} \quad (22) \]

\(^{41}\)For each type \( j \), the boundaries \( r_j \) and \( \bar{r}_j \) are defined as \( \mu_{r,j} \pm 1.65\sigma_{r,j} \).
\[ \partial_B v_{k,l,m} = \frac{v_{k,l,m} - v_{k,l,m-1}}{\Delta r_m} \]
\[ \partial_F v_{k,l,m} = \frac{v_{k,l,m+1} - v_{k,l,m}}{\Delta r_m} \]
\[ \partial_{rr} v_{k,l,m} = \frac{v_{k,l,m+1} - 2v_{k,l,m} + v_{k,l,m-1}}{(\Delta r_m)^2} \]  

The discretized version of (15) is given by
\[ \frac{v_{k,l,m}^{n+1} - v_{k,l,m}^n}{\Delta} + \rho v_{k,l,m}^{n+1} = u(c_{k,l,m}^n) + \partial_a v_{k,l,m}^{n+1} [y_t + r_m a_k - c_{k,l,m}^n] + \mu_l \partial_y v_{k,l,m}^{n+1} + \frac{\sigma^2}{2} \partial_{yy} v_{k,l,m}^{n+1} + \mu_r \partial_r v_{k,l,m}^{n+1} + \frac{\sigma^2}{2} \partial_{rr} v_{k,l,m}^{n+1} \]  

and optimal consumption is implicitly defined by
\[ u'(c_{k,l,m}^n) = \partial_a v_{k,l,m}^n \]  

Given an initial guess \( v_{k,l,m}^n \), equation (24) implicitly defines \( v_{k,l,m}^{n+1} \). The upwind scheme is the method that defines when to use a backward or a forward approximation of partial derivatives. Let \( x^+ = max\{x,0\} \) and \( x^- = min\{x,0\} \) for any scalar \( x \). Then, the upwind finite difference approximation of the HJB equation (24) is given by
\[ \frac{v_{k,l,m}^{n+1} - v_{k,l,m}^n}{\Delta} + \rho v_{k,l,m}^{n+1} = u(c_{k,l,m}^n) + \partial_a v_{k,l,m}^{n+1} [y_t + r_m a_k - c_{k,l,m}^n]^+ + \partial_a v_{k,l,m}^{n+1} [y_t + r_m a_k - c_{k,l,m}^n]^- + \mu_l \partial_y v_{k,l,m}^{n+1} + \frac{\sigma^2}{2} \partial_{yy} v_{k,l,m}^{n+1} + \mu_r \partial_r v_{k,l,m}^{n+1} + \frac{\sigma^2}{2} \partial_{rr} v_{k,l,m}^{n+1} \]  

To update \( v_{k,l,m}^{n+1} \) given \( v_{k,l,m}^n \) requires solving a system of linear equations. The system implied by (26) can be written in matrix notation as
\[ \frac{1}{\Delta} (v^{n+1} - v^n) + \rho v^{n+1} = u^n + (A^n + \Lambda + \Omega)v^{n+1} \]  

where \( \Lambda \) and \( \Omega \) are the \((K \times L \times M)\) matrices that summarize the stochastic processes for income \( y \) and returns \( r \) respectively. \( v^{n+1} \) and \( v^n \) are vectors of length \((K \times L \times M)\). The system represented by (26) is solved iteratively using Matlab’s sparse matrix routines.

**Summary of the Algorithm.** Guess \( v_{k,l,m}^0 \), \( k = 1,...,K \), \( l = 1,...,L \) and \( m = 1,...,M \).
Then, for \( n = 0, 1, 2, \ldots \) follow

1. Compute \( \partial_a v^n_{k,l,m} \) using (21).

2. Compute \( e^n \) from (25), i.e. \( e^n_{k,l,m} = (u')^{-1}(\partial_a v^n_{k,l,m}) \).

3. Find \( v^{n+1}_{k,l,m} \) from (26), which makes use of (22) and (23).

4. If \( v^{n+1}_{k,l,m} \) is close enough to \( v^n_{k,l,m} \) stop. Otherwise go back to step 1.

### B.1.2 KF Equation

The solution to (16), which also have to satisfy (17), can be obtained by solving

\[ \tilde{A}^T g_j = 0 \]  

where \( \tilde{A} = A^n + \Lambda + \Omega \). The matrix \( A^n \) is the one obtained from the final HJB iteration described above. Intuitively, the matrix \( \tilde{A} \) summarizes the evolution of the stochastic process \((a_t, y_t, r_t)\). To find the stationary distribution over the state, one solves the eigenvalue problem \( \tilde{A}^T g_j = 0 \). To solve this problem and simultaneously impose (17), I do as follows. First, fix \( g_{k,l,m,j} = 0.1 \) for \((k, l, m) = (1, 1, 1)\) (any other point works as well). Then, solve \( \tilde{A}^T \hat{g}_j = 0 \) and renormalize \( g_j = \delta_j \hat{g}_{k,l,m,j} / (\sum_{m=1}^{M} \sum_{l=1}^{L} \sum_{k=1}^{K} \hat{g}_j \Delta a \Delta y \Delta r) \) for each \( j = 1, 2, 3 \). Recall that \( \delta_j \) is the mass of individuals of type \( j \) and \( \Delta a \equiv 0.5(\Delta a^+ + \Delta a^-) \).

### B.2 Optimization routine

The calibration procedure is adapted from Guvenen (2016). The objective is to find the set of parameters \( \Theta \) that solve

\[ \hat{\Theta} = \arg \min_{\Theta} (\hat{M} - M(\Theta))^TW(\hat{M} - M(\Theta)) \]  

where \( M(\Theta) \) denotes the vector of empirical moments targeted in the calibration and \( \hat{\Theta} \) the corresponding vector of moments generated by the model.

First, I create 10000 parameter combinations which are uniform Sobol (quasi-random) and, for each of these parameter combinations, I solve the model and compute the residual given by \((\hat{M} - M(\hat{\Theta}))^TW(\hat{M} - M(\hat{\Theta}))\). Then, I select a subset of these points (typically 10, ranked by objective value) and use the Nelder-Mead’s downhill simplex algorithm to find the local minimum around these points. The parameter combination associated with the lowest residual (out of the ten) is a candidate solution of the global minimization problem. I then check slight variations of this parameter combination to make sure that there is no other point
with lower residuals.\footnote{I take this extra step because, in some circumstances, I have found that the previous two steps did not always find the minimum residual point (although the distance to the “new” minimum was not very large). This is likely due to the highly nonlinear nature of the optimization problem.} If there is such a point in the neighborhood of the initial candidate solution, then I use that point as a new guess before applying the Nelder-Mead’s downhill simplex algorithm again. The parameter combination which yields the lowest residual after this procedure is the solution to the global minimization problem.

### B.3 Cross-sectional standard deviation of returns: model and evidence from Nordic countries

Section 4.3 describes the relationship between returns and risk implied by the idiosyncratic volatility of returns. An alternative measure of this relationship is the cross-sectional standard deviation of returns. Fagereng et al. (2020) find evidence that the standard deviation of returns tends to increase with wealth for Norwegian households. For example, the cross-sectional standard deviation of financial returns rises from roughly 6% for the 20th percentile to 12% for the 90th percentile of wealth, reaching about 17% at the right end of the wealth distribution.\footnote{Some caution is required in directly comparing the estimates mentioned in this paper. The evidence presented by Fagereng et al. (2020) regarding the relationship between returns and wealth corresponds to “financial wealth,” which excludes real estate and private equity assets.} For Sweden, Bach et al. (2020) find a non-monotonic U-shaped relationship between wealth and the standard deviation of returns. For percentiles 20%-30%, the standard deviation of returns is 24.6%. It then varies between 20% and 24% for all wealth brackets up until the 99% percentile. It then increases substantially, reaching 38% for percentile 0.01%. In the present model, the cross-sectional standard deviation of returns rises from 3.8% for the 20% percentile to 8.3% for the 90%-99% wealth bracket and, then the standard deviation falls again for the top 1%, when it is equal to 2.8%.

### B.4 Alternative model specifications

#### B.4.1 No borrowing

To avoid targeting the bottom 50% share of the wealth distribution, I now assume that agents cannot borrow, that is, $a = 0$. The remaining parameters and targeted empirical moments are identical to the baseline. Table 17 summarizes the model fit and table 18 shows the wealth shares implied by this model.
Table 17: Model fit $a = 0$

<table>
<thead>
<tr>
<th></th>
<th>Model</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>$J = 3$</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Aggregate return</td>
<td>6.8</td>
<td>6.8</td>
</tr>
<tr>
<td>Average returns by percentile</td>
<td></td>
<td></td>
</tr>
<tr>
<td>20-40%</td>
<td>3.4</td>
<td>3.6</td>
</tr>
<tr>
<td>40-60%</td>
<td>3.5</td>
<td>3.7</td>
</tr>
<tr>
<td>60-70%</td>
<td>3.6</td>
<td>3.3</td>
</tr>
<tr>
<td>70-80%</td>
<td>3.7</td>
<td>3.7</td>
</tr>
<tr>
<td>80-90%</td>
<td>4.0</td>
<td>3.9</td>
</tr>
<tr>
<td>90-95%</td>
<td>5.1</td>
<td>5.1</td>
</tr>
<tr>
<td>95-97%</td>
<td>6.3</td>
<td>6.3</td>
</tr>
<tr>
<td>97-99%</td>
<td>7.5</td>
<td>7.5</td>
</tr>
<tr>
<td>99-100%</td>
<td>8.3</td>
<td>8.3</td>
</tr>
</tbody>
</table>

Table 18: Wealth shares: model and data (2019)

<table>
<thead>
<tr>
<th>Percentile</th>
<th>Model</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Bottom 50%</td>
<td>6.8</td>
<td>1.5</td>
</tr>
<tr>
<td>Middle 40%</td>
<td>19.4</td>
<td>22.1</td>
</tr>
<tr>
<td>Top 10%</td>
<td>73.8</td>
<td>76.4</td>
</tr>
<tr>
<td>Top 5%</td>
<td>68.6</td>
<td>64.9</td>
</tr>
<tr>
<td>Top 1%</td>
<td>58.9</td>
<td>37.2</td>
</tr>
</tbody>
</table>

B.4.2 No type dependence

Table 19 summarizes the model fit of the one-return-type specification. The matching is particularly poor for the targeted aggregate rate of return (5.5% vs. 6.8%) and the average return of percentiles 60%-70%, 70%-80%, 80%-90% and 90%-95%, which are too high in the model compared to the data.
Table 19: Model fit one type

<table>
<thead>
<tr>
<th></th>
<th>Model</th>
<th>Data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Aggregate return</td>
<td>5.5</td>
<td>6.8</td>
</tr>
<tr>
<td>Wealth bottom 50%</td>
<td>1.5</td>
<td>1.5</td>
</tr>
<tr>
<td>Average returns by percentile</td>
<td></td>
<td></td>
</tr>
<tr>
<td>20-40%</td>
<td>3.4</td>
<td>3.6</td>
</tr>
<tr>
<td>40-60%</td>
<td>3.6</td>
<td>3.7</td>
</tr>
<tr>
<td>60-70%</td>
<td>3.9</td>
<td>3.3</td>
</tr>
<tr>
<td>70-80%</td>
<td>4.3</td>
<td>3.7</td>
</tr>
<tr>
<td>80-90%</td>
<td>4.9</td>
<td>3.9</td>
</tr>
<tr>
<td>90-95%</td>
<td>5.8</td>
<td>5.1</td>
</tr>
<tr>
<td>95-97%</td>
<td>6.5</td>
<td>6.3</td>
</tr>
<tr>
<td>97-99%</td>
<td>7.2</td>
<td>7.5</td>
</tr>
<tr>
<td>99-100%</td>
<td>8.1</td>
<td>8.3</td>
</tr>
</tbody>
</table>

B.4.3 Two, three and four return types

Figure 13 plots the Lorenz curves associated with the different model specifications with two, three (baseline) and four return types. As discussed in the main text, the implied distribution of wealth is broadly similar for the different specifications, up to the 99% percentile of the wealth distribution.

Figure 13: Lorenz curves
References


